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Abstract

In recentyears, gossip-basealgorithmshave gained
prominenceas a methodolgy for designingrobust and
scalablecommunicatiorschemesin large distributed sys-
tems.Thepremiseunderlyingdistributedgossipis verysim-
ple: in ead time step,ead nodev in the systemselects
someothernodew asa communicatiorpartner— gener
ally by a simplerandomizedule — and exchanges infor-
mationwith w; over a period of time informationspreads
throughthe systenin an“epidemicfashion”.

A fundamentalssuewhidh is not well undestoodis the
following: howdoesthe underlyinglow-level gossipmech-
anism— the meansby which communicatiorpartnels are
chosen— affect one's ability to designefcient high-level
gossip-basegrotocols? We establishone of the r st con-
creteresultsaddressingthis question by showinga funda-
mentallimitation on the power of the commonlyuseduni-
form gossipmedanismfor solving neaest-esouce loca-
tion problems.In contrast, very efcient protocolsfor this
problemcanbedesignedisinga non-uniformspatialgossip
medanism,as establishedn earlier work with Alan De-
mesrs.

e go on to considerthe designof protocolsfor more
comple problemsproviding an ef cient distributedgossip-
basedprotocolfor a setof nodesin Euclideanspaceto con-
struct an approximateminimumspanningtree Here too,
we establisha contrasting limitation on the power of uni-
formgossipfor solvingthis problem.Finally, weinvestigate
gossip-basegbadet routing as a primitive that underpins
the communicationpatternsin many protocols,and as a
wayto undestandthe capabilitiesof differentgossipmed-
anismsat a geneal level.
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1. Intr oduction

Gossip-basedcommunication. In recentyears,gossip-
basedalgorithms have gained prominenceas a method-
ology for designingrobust and scalablecommunication
schemesn large distributed systems. The premiseunder

lying distributed gossipis very simple: in eachtime step,
eachnodev in the systemselectssomeothernodew asa

communicationpartner— generallyby a simple random-
izedrule — andexchangesnformationwith w; over a pe-
riod of time, informationspreadshroughthe systemin an

“epidemicfashion”. Perhapghe mostbasicexampleof a

gossipmechanismandone of the mostwidely studied,is

uniform gossip in eachstep,eachnodev choosessome
othernodew, independentlyanduniformly at random,and
sendsa messagéo w. (For obvious reasonsthis is some-
timescalledthe “randomphonecall” or “rumor spreading”
mechanism.)

Gossip-basedpproachethusstandin contrastto more
rigid communicationstructuresn which nodescommuni-
cate accordingto a carefully synchronizedprotocol, and
alsoin contrastto centralizedschemesin which a “leader
node”is responsibldor disseminatingnformation. Gossip-
basedalgorithmshave theadwantagethatthey arevery easy
to implementwith eachnodefollowing a simplelocal rule
in eachtime step;andthey arehighly fault-tolerant,since
communicationwill happenin aggreate despitea fairly
high level of messagéossandnodefailures.

The pioneeringwork of Demerset al. [5] demonstrated
thepower of gossip-basedlgorithmsin thecontext of adis-
tributed databasesystem; subsequent|ythe approachhas
beenappliedto tasksincluding failure detection[24], re-
sourcediscovery [23, 10], dataaggreyation [8], and, fol-
lowing theinitial work in [5], furtherproblemsn replicated
databasenanagementl]. A numberof papershave also
studiedthe dynamicsof gossipfrom a combinatorialpoint
of view (seee.g. [6, 7,11, 12, 21]). In mary of theseset-
tings, thereis an underlyingnetwork that supportsthe ab-
stractionof point-to-pointcommunication— ary nodecan



contactary othernodein a given step— but the nodesare
alsoembeddedh anunderlyingmetricspaceandthegoals
of theapplicationarerelatedto proximity in this space For

example,nodesmay wish to nd the neaestresourceor

mirror site in a network, or be alertedif thereis a nearby
event or processfailure; here, “nearness”is with respect
to the metric spacecontainingthe points, while gossip—

thanksto the abstractionof point-to-pointcommunication
— mayproceedn a network thatis conceptuallythe com-

pletegraph.

In recentwork with Alan Demers[13], we considered
suchaframework, in which gossipingnodesarepositioned
roughly uniformly in RP ; essentially they are placedso
thateachunit ball contains (1) nodes.Suchasettingsug-
geststwo very naturalgossipmechanismslsing uniform
gossip,it canbe shovn [11, 21] thatif nodesforward all
informationthey receive, a pieceof informationoriginating
with a givennodewill spreadthroughthe entiresystemin
O(log n) steps. At the otherextremeis neighbor ooding
[17] in which eachnodecommunicatesvith its k nearest
neighborsin a round-robinfashion. In [13], we analyzed
a“hybrid” mechanisntalledspatialgossip combiningthe
locality propertiesof ooding with the exponentiallyfast
disseminatiorof uniform gossip.For aparameter , nodev
choosego senda messagéo nodew with probability pro-
portionalto dv;vﬁ’ , Whered,.,, denoteshedistancebetween
v andw. For exponents betweenl and2, we provedthat
thetimefor a pieceof informationoriginatingwith anodev
to reachnodesat distanced is boundedby O(log** d) for
somesmall , andindependentf thetotalnumberof nodes.

Gossip mechanismsand protocols. Given the increas-
ing useof gossip-basedpproacheanary distributedcom-

putationaltasksare being solved by building application-
speci ¢ protocolson top of a simplegossip-basedommu-
nicationmechanism.For this reason[13] arguedin favor

of distinguishingbetweerntwo conceptualayersin gossip-
basedalgorithms: A gossipmedtanism which simply de-

nes the communicatiorconnectionghatare madeduring

the execution,anda gossipprotocol, which de nesthe se-

manticsof themessagethatareexchangedver thesecon-

nections. For example,uniform gossipand spatialgossip
are metanisms— they specify throughrandomization,
who will talk to whom in eachtime step, but they do not

specifywhat the contentsof the messageshouldbe. We

saythata protocolfor a higherlevel task(e.g.resourcedis-

covery, databaseeplication)is basedon suchamechanism
if this sequencef communications— who talksto whom

— is determinedy the mechanism.

A fundamentabjuestionwhich is very little understood
is thefollowing: How doesthe choiceof gossipmechanism
affect one’s ability to designefcient protocols? For ex-
ample,aretherenaturalproblemsfor which it is provably

impossibleto designanef cient protocolbasedon the uni-
form gossipmechanismZTanwe tell whenthereexistsan
ef cient protocolbasednonemechanisnbut notbasecn
another?

The resouce location problemprovidesa cleansetting
in which to posesuchquestionsmore concretely In the
mostbasicversionof theresourcdocationproblem,a sub-
setX of thenodeshold copiesof somedesirableresource,
andwe want eachothernodeto rapidly learnthe identity
of an (approximatelynearestesource-holdeMe will say
thata protocolis anefcient c-approximatiorfor this prob-
lem if eachindividual communicatiorconnectioncontains
at mosta poly-logarithmic numberof messagesand after
a poly-logarithmic numberof steps,eachnodeknows of a
resource-holdewhosedistances within afactorc of clos-
est,with high probability Moreover, we will be concerned
in this papemwith protocolsthatareatomic informally, this
meansthat after a node rst injects a given messagento
the system,othernodescanonly store,copy, andforward,
but not otherwisemodify it. (We de ne atomicity precisely
in Section2.) While this restrictsthe classof protocols
underconsiderationjt includesmostnaturalgossip-based
approachesndis motivatedin partfrom a security-based
standpointjn which we wantto presere integrity of mes-
sages.In particular if nodev wantsto considemoder its
nearestesource-holdeit shouldhave receveda copy of a
messageriginatingwith r.

In [13], we designedan ef cient, atomic (1 + 0o(1))-
approximationfor this problem, built on top of a spatial
gossipmechanisnwith exponent betweerl and2. Given
the analysisof spatial gossip, the use of such values
seemechighly appropriatefor the resourcdocation prob-
lem, since the namesof resource-holdershould diffuse
rapidly throughthe setof nodesnearthem. At the same
time, we had no proof that the particular spatial gossip
mechanismvasin ary sensénecessaryfor designingsuch
aprotocol.

The presentwork. We beggin by proving that, in fact,

thereis noef cient, atomicpoly-logarithmicapproximation
for resourcelocation basedon the uniform gossipmech-
anism. Moreover, the result extendsto shav that spatial
gossipwith ary exponent 62[1; 2] cannotprovide an ef-

cient, atomicpoly-logarithmicapproximatiorfor resource
location.

An importantpointto realizeaboutthis impossibility re-
sult is the following. If we run a poly-logarithmic num-
ber of stepsof uniform gossip,and then look at the re-
sulting patternof communication,it appearspossiblefor
analgorithmin retrospectto nd away of informing most
nodesof their closestresource. (We conjecturethis to be
the case althoughwe have not provedit.) The obstacleto
designinga protocolseemdo be a computationabne: for



smallexponentsthepatternof communicationss “too ran-
dom” for nodesto have ary guidelinesfor choosingwhich
messageso forward. While the problemhereis clearly
relatedin spirit to the areaof communicationcompleity
(e.q.[16, 18]), the technicalframeavork appeargo be dif-
ferent— in particular dueto theatomicity condition.

We next considera more complex problem, the con-
structionof a minimum spanningreeusingspatialgossip.
Speci cally, amonga large setof nodesroughly uniformly
positionedn RP, supposehereis asubsetX of nodeghat
wantto organizethemselesinto a tree. (The membersof
the subsetneednot know eachothers'identitiesinitially.)
We shawv how spatialgossipwith 2 [1; 2) canbe usedto
designanatomicprotocolwhich, within a poly-logarithmic
numberof stepsconstructsa treeon the nodesof X of to-
tal edgelengthwithin O(log jX j) of theminimumspanning
treecost. Again, we canshaw thatno suchatomicprotocol
exists basedon the uniform gossipmechanismor ary spa-
tial gossipmechanisnwith  621; 2].

Finally, we considera primitive underlyinga number
of gossip-baseapplications:the routing of pacletsfrom
a setof sourcenodesto correspondinglestinationnodes.
One canview this asan abstracttcommunicationproblem
throughwhich to analyzethe power of spatialgossip. We
assumehatwe aregivenasetM of messges(alsocalled
padety , eachof which hasassociatedvith it a source
s anddestinationd , suchthateachnodev is the source
anddestinatiorof O(1) messagefurresultsactuallygen-
eralizeto arbitrary boundsinsteadof O(1)). The goal of
arouting protocolis to usethe communicatiorconnections
providedby theunderlyinggossipmechanisnto forwardall
of the messageto their destinations.In the processarbi-
trarily mary copiesof themessagesmaybemadeandstored
at nodes. If nodesareallowed to forward all pacletsthey
have everrecevedin asinglestep,this problemis easywe
areconcernedvith thecasein whichonly messagemay
beforwardedby any onenodein a givenstep,for someup-
perbound . We obtainthefollowing trichotomyfor spatial
gossipwith exponent .

1. For < 1,forary routingassignmeni , ary protocol
(deterministicor randomizedwill have routedat most
O( n t?) of themessageby timet in expectation.

2. For = 1, thereis a simple protocol routing all of
the messagem time O(log® n) with high probability,
forwardingat mostonemessagén eachtime step.

3. For > 1, thereareroutingassignment$! suchthat
ary protocol (deterministicor randomizedwill have
routedatmostO( n?  t) of themessageby timet.

Thereare two things that should be noted aboutthis tri-
chotomy First, theimpossibilityin part (1) appliesto any
permutationwhereashe impossibility resultin part (3) is

signi cantly wealer, assertinghat thereexist bad permu-
tationsfor ary protocol. This is clearly critical, sincefor

the communicatiorpatternsthat arisein resourcdocation
andMST constructionwe know thatpoly-logarithmicrun-

ning time is possibleusingary exponent 2 [1,;2); the
“locality” in the problemleadsto tractablecommunication
patterns.

The secondpoint is that the obstaclego delivering all
messagem poly-logarithmictime arevery differentin na-
turefor exponents < 1landfor > 1. Theformercase
is akin to (and at the heartof) the impossibility result for
resourcdocationwhen < 1: althoughtheremaybeafea-
sible routing of messagem retrospectthereis no way to
nd it asthe protocol proceeds.On the otherhand,when

> 1, the problemis simply one of bandwidth— there
arenot enoughlong-rangeconnectionsnadeto evenallow
forwardingall messages they all haveto travel along dis-
tancein the underlyingmetric. Hence,even knowledgeof
futurerandomchoicesdoesnot helpin this case.

Thethree-pardistinctionin routing ability is similar to
a correspondingrichotomyin small-world networks[15].
The framework thereis different;in [15], a setof underly-
ing nodesis explicitly augmentedvith “long-range”links;
here,we have a modelsupportingpoint-to-pointcommuni-
cation,andthe connectionsare speci ed in a step-by-step
fashionusingthe underlyinggossipmechanismMoreover,
we are seekingsomethingmuch strongerhere — rather
than searchingfor a single path, we wish to route an en-
tire permutation.Our routing protocolfor exponent = 1
alsohasa qualitative similarity to algorithmsfor permuta-
tion routingon networksderivedfrom thebutter y (seee.g.
[22, 19)); in our protocol aswell asthose,the high-level
strat@y is to begin theroutingwith “large” jumpsbetween
nodesandcornvergeto the destinationshroughsmallerand
smallerjumps.

Finally, we shav how to extendouralgorithmfor routing
anassignmento onein which the systenmrunsinde nitely,
andnew routing requestsarrive continuouslyaccordingto
anunderlyingrandomizedrocessThis naturallymodelsa
settingin whichthe underlyinggossipmechanisnsenesas
a long-runningcommunicatiorsubstrateon which paclets
arecontinuouslyrouted.Usingastatic-to-dynamit¢ransfor
mationin thespirit of [2, 4], togethemwith aresultof Hajek
[9], we shav how spatialgossipwith = 1 canform the
basisof a stablerouting protocolwhenpacletsareinjected
ataninversepoly-logarithmicrate.

2. Preliminaries

In ourmodel,we have asetof n nodeswhich arelocated
in a metric spacethat de nes a distanced,, for ary pair
of nodes. For the most part, we will think of the metric
spaceasRP , with points spreadroughly uniformly in the



sensade ned in Sectionl. However, the resultshold for a
wider classof metric spacesasde ned in [13], essentially
ary metricspacen which balls have uniformly polynomial
growth. In particular we will alsoconsideithemetricspace
in which the nodescorrespondo the leaves of a “virtual”
balancedinarytree,andthedistancebetweertwo nodess
thelengthof theuniquepathbetweerthemin thattree.

We assumethat thereis an underlyingmechanismnior
point-to-pointcommunicationwhich allows every pair of
nodesto communicate regardlessof their distance. Fur
thermore,we assumethat eachnode can initiate at most
onesuchcommunicatiorduring ary oneround. Using this
point-to-point communication,a gossip mechanismpro-
vides a distribution on the connectionsthat are actually
made. For two nodesu;v at distanced = d,.,, we let
Bu(d) = fw j duw dg denotethe ball of radiusd
aroundu. Then,in the spatialgossipschemewith expo-
nent , nodev contactsu with probability proportionalto
jBu(d)j . Noticethatfor pointsspreaduniformly in RP,
this distribution is identicalto the onedescribedn thein-
troduction.

In [13], it was suggestedhat the “output” of the un-
derlying gossipmechanismbe consideredas an entity of
interestin itself, called a tempoal network[14]. A tem-
poral network is a graphG = (V;E) with edgelabels

(e) thatdenotethetime at which the two endpointsof the
edge‘communicated’{hencethegraphmaycontainparal-
lel edges).Given a temporalnetwork, we are particularly
interestedn the existenceof time-respectingpaths[14, 7]
— pathsP suchthatthe labelson the edgesareincreasing
— sincethesearethe pathsalongwhich informationcould
have movedfrom oneendpointto theother A gossipmech-
anismcanthenbe consideredasa distribution on temporal
networks.

The protocolswe develop in this paperare all atomig
in the sensediscussednformally in the introduction. To
formalizethis notion,we wantto capturetheideathatmes-
sagesn the protocol canonly be stored,copied,and for-
warded,but not modi ed in otherways. Speci cally, we
supposeahat beforethe start of the protocol, eachnodev
generates message (V) for eachtime step . Then,in
step of the protocol,v may senda subset(up to a x ed
sizebound ) of the setconsistingof all message# has
receved up to that point and the messages o(v) for all

0

3. Basicimpossibility results: message outing
and resourcelocation

3.1.Impossibility of routing with < 1.

We begin with ageneratheoremthatimpliesourimpos-
sibility resultsfor resourcdocationand MST approxima-

tion. We considera routing problemin which thereis a set
of message#! that mustbe delivered; for eachmessage

2 M, thereis asourcenodes whereit originatesanda
setof possibledestination® . Themessagés routedsuc-
cessfullywhenit reachesary nodev 2 D . (Thisincludes
the naturalspecialcasein which all setsD have size 1;
we invoke this greatergeneralitybecauset will be useful
in proving impossibility resultsfor approximateminimum
spanningreesin asubsequergection.)Now, for anunder
lying gossipmechanismwe considerwhetherthereexists
anatomicprotocolto solve this messageouting problemin
a smallnumberof steps.Note thattheremay be additional
messagesent;however, wewill beconcerneanly with the
delivery of message#m thesetM .

Theorem 3.1 Consideran arbitrary setM of m distinct
messges with souicess anddestinationsetsD , sud
that jD | for all messges . Supposehe under
lying gossipmedanismhasthe propertythat for any pair
(u; v) of nodes the probability that they communicatdei-
ther becauseu calls v or vice versa) is boundedby p, and
the numberof messgesthat can be exchanged during any
oneconnectionis boundedy

Then,the expectednumberof messgesthat havebeen
deliveredto anyoneof their destinationswithin t roundsis
O(C pt (tn+m).

Beforegiving the actualproof, we outlinea simplerand
more intuitive version, giving a wealer resultfor the fol-
lowing specialcase: eachmessage hasa uniguedesti-
nation,theunderlyinggossipmechanisnis uniform gossip,
andonly onemessageanbeforwardedduringarny commu-
nicationconnection.Thatis, eachnodein eachroundcalls
anothemodechosenuniformly at random,andforwardsa
copy of somemessagé holds.

Throughouthe execution therearen distinctmessages,
but they mayexistin multiple copies andatdifferentnodes.
Initially, thereis atotal of n copies(overall messagesgnd
sinceat mostn copiesareaddedn eachround,thereareat
most n copiesat the beginning of round , andtn atthe
endof theprotocol.By the PigeonHole Principle,thereare
atleast(l1 )n messagesuchthatthereareat mostlL
copiesof eachof thosemessage¢for ary > 0). Hence,
thereareat mostlt— nodeshaving oneof theserare mes-
sagestary pointin theprotocol.

In orderfor a rare messagéeo reachits destination the
destinationmust at somepoint during the t roundshave
communicatedvith oneof the at most% ownersof the
raremessageBy the Union Bound, the probability of this
is at mostt ﬁ and by linearity of expectation,the
expectednumberof rare messageseachingtheir destina-
tionsis atmostt? = o(n) for poly-logarithmictime bounds
t. Hence,the expectednumberof messageseachingtheir
destinationn poly-logarithmictimeis atmost n + o(n).



Proof of Theorem3.1. Let K (u; ) the random event
thatattime or earlier nodeu hasrecevedthemessage,
andK (u; ) theO-lindicatorvariablefor thatevent. Also,
welet C (u; v) denoteheeventthatnodesu andv commu-
nicatein round , eitherbecausejscalledv, or becauses
calledu. Finally, we write A uw2p Ki(u; ) for the
eventthatthemessage hasreachedary of its destinations
by timet, andA for its 0-1 indicatorvariable. Then,the
numbem of messagebaving reachedalg/ of theirdestina-
tionsattimet canbeexpressedsN = A .

We want to boundthe probability of the eventA . In
orderfor anodeu toreceive , it mustatsometime com-
municatewith anodev thathadreceived earlier so

Ki(u; ) C(uv)\ K (v; ):

v
Applying the Union Bound,thefactthatcommunication
partnersarechoserindependenthof the dataheld,andthe
upperboundof p on the probability of the eventsC (u; v),
thisyields

ProiK:(u; )] Pro{C (u;v)] ProdK (v; )]

,VX
p E[K (v; )]:
Vv
Takingthe Union Boung,overall nodesu 2 D , weobtain
thatProdA ] p v E[K (v; )]t
By linearity of expectation,the numberof messages
that have reacheda destinatiorby time t is the sumof the
probabilitiesfor theeventsA |, takenoverall messages.

E[N] = ProdA ]

X
p EK (v; )

o #

X
= p E K (v; )
v

At tine 0, eachmessage is only known to its source
s ,s0 . Ko(v; ) = m. During eachroundof commu-
nication,exactly n callsaremade andeachcall transmitsat
most messageddencethereareatmostn  pairs( ; V)
suchthatK (v; )= 0andK .; (v; ) = 1. Byinduction,
it is easyto seethatfor all times t,

v K(v;) n+m t n+m
Hence theabove expectationcanbe boundedas
" #
E[N] p E (t n+m)

= pt(th+m);

completingthe proof. ]

As a corollary, we obtaina resultfor spatialgossipwith
exponent < 1, pacletswith auniquedestinationandthe
restrictionthat at most one messages forwardedin each
communicatiorstep.

Corollary 3.2 For spatial gossipwith exponent < 1and

thenumberof messgesrestrictedto 1 per communication,
we obtain that in log n rounds,the expectednumberof

successfullyoutedmessgesis O(n log® n), andin par-

ticular o(n).

3.2.ResourccelLocationwith < 1or > 2.

For exponent > 2, theimpossibility of resourcdoca-
tion resultsfrom messagetraveling too slowly: with high
probability, it takestime ( n ?) for a messagdo travel
distancen alongtheline (this wasprovedin [14]). Hence,
if thereis only oneresourceatnodel, noden will only nd
outaboutanyresourcaftertime ( n  2).

For therestof this section,we considerthe resourcdo-
cationproblemfor < 1. LetX bethesubsetf nhodescon-
sistingof the resource-holdersWe will saythatanatomic
resourcdocation protocolis a t-round c-approximationif
aftert roundsof communicationgachnodev hasreceied
with high probabilitya copy of amessagé¢hatoriginatedat
aresource-holder®suchthatdy ;o ¢ min;ox dy .

We now shav how to constructan instanceof the re-
sourcelocation problem that essentiallycontainsan in-
stanceof themessageoutingproblemdescribedbove. Let

<1 andc = n , andconsidera setof n nodesin R
positionedat the pointsf 1; 2; : : :; ng. Thereis aresource-
holderr; ateachpointof theform 2j ¢ for naturalnumbers
j = 1,2;:::;nt =2. Considerthe nodex; at the point
2jc 1. The protocolwill only be a c-approximationif
X;j recevesaforwardedcopy of the message@riginatingat
ri » andhencewe have aninstanceof the messageouting

r; hassourcerj anddestinatiorx; .

From Theorem3.1, appliedto spatial gossipwith pa-
rameter < 1, m nt,and andt poly-logarithmicin
n, we obtainthatthe expectednumberof nodesx; having
received a copy of a messageoriginating at their nearest
resourceis O(n log n) = o(n* ). For the remaining
( n' ) nodesx;, the distanceto their second-closese-
sourceis atleastby afactorc = n largerthanthedistance
to theclosestresourceproving thefollowing corollary

Corollary 3.3 Fix < 1. Forany < 1 , there is no
atomicresouce location protocol basedon spatial gossip
with exponent thatis a t-roundn -approximation,whee
t and the numberof messges per communicatiorstep
are bothpoly-logarithmicin n.



4. Approximate Minimum SpanningTrees

In this section we investigateprotocolsfor amorecom-
plex problemin a metric space:the constructionof an ap-
proximateminimum spanningtreeon a setof N terminal
nodes In additionto designinganef cient protocolfor this
problem we areinterestedasbefore,in thein uence of the
underlyinggossipmechanism.We rst presenta protocol
basedon spatialgossipwith exponent 2 [1;2) thatcon-
structsa spanningtreewithin an O(log N ) factorof mini-
mum. We thenshow thatthereis no atomicprotocolbased
on spatialgossipwith exponent < 1 that constructsa
spanningsubgrapwhoseexpectedcostis within anO(N )
factorof minimum,forary < 1

As in Section2, we begin with a setof n nodeslocated
at pointsspacedapproximatelyuniformly in RP . A subset
X of thesenodef sizeN  n, calledterminals wishesto
constructanapproximateninimumspanningreeT on X,
usingthe underlyinggossipmechanism.(Note thatit will
not be necessaryor all the terminalsto be known to one
anothemtthestart.) Theoutputof theprotocolis aspanning
tree T on X suchthatfor eachedgee = (x;y) of T, at
leastoneof theendsx ory hasstorede. Hence thetreeis
representeth adistributedfashionamongall theterminals.
Notice that we are not seekingto constructa Steinertree
using the non-terminalnodesas Steinernodes. The non-
terminalsparticipatein the communicatioranddistributed
computatioreffort, but the nal treecontainsonly terminal
nodes.

4.1.A protocolfor 2 [1;2).

The motivating ideaof the protocolis to approximately
simulateanexecutionof Boruvka's MST algorithm[3, 20],
in which nodesrepeatedilink to their nearesineighbors,
contractthe resulting connectedcomponentsand iterate.
Unfortunately if the protocolis to runin poly-logarithmic
time usinggossip,it seemdlif cult to implementthis algo-
rithm directly. First, usingthe guarantedrom [13], we will
only be able to obtain an approximatelynearesineighbor
for eachnode.This posesa problem,sincetheresultingset
of edgesfrom nodesto their approximatelynearesneigh-
borsneednot be agyclic, and so the outputmay not even
be a tree. Moreover, it is not clearhow to implementthe
contractionof componentsn poly-logarithmictime.

We de ne an atomic protocol that runs in O(logN)
phasesn expectation.In eachphasecertainterminalswill
be active andthe restwill be inactive During a given
phaseall activeterminalstry to nd anapproximatelynear
estneighboramongthe otheractive terminals,andthenadd
an edgebasedon a randomsymmetry-breakingestto en-
surethatno cycle would be obtained.

In orderto obtainapproximationguaranteesn the dis-

tanceof theneighborthatcanbefoundusinggossipwe re-
quirethefollowing Lemmad4.1, which is aneasycorollary
of aresultin [13]. Forapaﬂ]f W|th verticesvy; i1 Vg, let
its pathdistancebed(P) =

dVl WVisr t

Lemma4.1 For anexponent 2 [1;2), theris a constant
¢ and a poly-logarithmic time-boundf , sud that for any
twonodesv; w andanytime , theexecutionof spatialgos-
sip with exponent producesatime-respecting/-w pathP
containedn thetimeinterval[ ; + f (n)] of pathdistance
at mostcd, ., with high probability.*

At thebeginningof the protocol,all terminalsareactive,
andtheprotocolendswith exactly oneactiveterminal.Each
phasdastsfor f (n) roundsof gossip.We maintainthein-
variantthateachinactive terminalwill know theidentity of
asingleedgeincidentto it in thetreeT.

In agivenphasg , eachnodev (not only eachterminal)
will try to determinethe two active terminalsthatare clos-
estto it, andstorethis informationin asetS (v), where
denoteghe time stepwithin phasg . For purposesf ini-
tialization,we will imaginethattherearetwo “dummy ter
minals”? 1 and? ,, eachatdistancel from all nodes.For
active terminalsx, thesetS (x) beginsthephasénitialized
to fx; ? 19, andfor all othernodesv, thesetis initialized to
f? 1;?20. Also, atthebeginningof phasg , eachactiveter-
minalx choosesirandomnumber ;(x) 2 f1,2;:::; n3g.

All nodeghenperformf (n) iterationsof thespatialgos-
sip algorithmwith anexponent 2 [1;2). Whenw callsv
in a given step,w sendsthe (at mosttwo) messagesor
respondingto the non-dummyelementsof its currentset
S (w). Thiscauses to updateS (v) in the obviousway:
it chooseghe two distinct closestnodesfrom amongthe
(atmostfour) nodesin theunionS (v) [ S (w). Foreach
terminalx 2 S (v), nodev also storesand forwardsthe
randomnumber ; (x) associatedvith x.

At theendof thef (n) stepsin phasg , eachactive ter-
minal x hasa setS (x) that consistswith high probabil-
ity, of its own name(at distanceQ) andthe nameof some
otheractiveterminaly. If ;(x) > ;(y), thenx storesthe
edge(x; y) aspartof theeventualtreeT andbecomesnac-
tive for theremaindeiof the protocol;otherwise x doesnot
storeary edgeandit remainsactive in phasg + 1.

This de nesthefull protocol. We notethatit is atomic,
following thede nition in Section2. Theoremd4.2 provides
guaranteesn theprotocols performance.

Theorem 4.2 Afteran expectechumberof phasedounded
by O(logN), there is exactly one terminal left. At that
point, the edges stored by inactive terminalsform a span-
ning tree whosecostis O(logN C(X)) in expectation,
wheie C(X) is thecostof a minimumspanningreeon X .

Lin fact,[13] shavs thatthelengthof the pathis dy.w + 0(dy.w ) with
high probability.



Proof. We rst amue that the protocol producesa span-
ning tree. Let E denotethe setof edgesconstructed.By

inductiononj , we seethateveryterminalx 2 X hasapath

in (X ; E) to someterminalthatwasactivein phasg . Since
thereis only a singleactive terminalat the end of the pro-

tocol, thisimpliesthat (X ; E) is connectedNow, suppose
that (X; E) containedacycle . We canorienteachedge
e 2 E from the terminalthat storede to the otherend of

e. In this orientation,at mostone edgeleavesary nodein

X,so mustbeadirectedcycle with respecto this orien-

tation. If we considertheterminalx on thatwasactive

for the maximumnumberof phasegsaythroughphasg ),

breakingtiesfor thex with minimumvalue ; (x), thenwe

obtainthe following contradiction:x would not have con-

structedan edgeto the next nodeon C. Thus, (X;E) is

bothconnecte@ndagyclic, andhencea spanningree.

In theremaindeof theproof,wewill boundtheexpected
costof thespanningreefoundby the protocol,by shaving
that the expectednumberof phaseds O(log N ), andthe
costof edgesaddedin ary one phaseis within a constant
factorof the minimum spanningreecostC(X ). Thecen-
tral factis thefollowing lemma.

Lemma4.3 Letj bea phasewith at leasttwo activeter-
minals. Let x be a terminal activein phasej, andy the
closesmbtheractiveterminalto x. With high probability, at
theendof phasg , S (x) will containx andanotheractive
terminaly® with the propertythatdyyo ¢ dy, (Wheec
is theconstanfromLemma4.1).

Proof. Let denotethe time stepin which phasej be-
gins. For purpose®f theanalysiswe will imaginethatfor
every nodev, thereare edgesto v from eachof the two
dummyterminals? ; and? , with timelabel ;inthecon-
text of thediscussiorbelaw, it will beimportantthatsucha
singleedgeis a time-respectingrathcontainedn thetime
intenal[ ;]

At a giventime , we de ne the bundle of paths
incident to a node v, denotedB (v), as follows. Let

suchthat thereis a time-respectingx;-v pathin the in-
tenal [ ; ] (notethatr 2.) For eachx;, choose
a time-respecting;-v path P; whosepath distanceis as
small as possible; and assumethe indexing is such that
d(P,) d(P3) d(P;). ThebundleB (x) is

following statemenby inductionon

() Let v be ary node, and let B (v) =

Thenthe setS (v) contains
distinctnodesx? andx3 suchthatd,,o  d(P1)

anddyxg  d(P2).

Obsere rst that, by the initialization step, the condition
( ) holdsattime

For theinductionstep,we considettheeffectof themes-
sage(sfromw tov attime + 1. Wewill supposdor sim-
plicity thatthesearetheonly messagegecevedby v attime

+ 1; however, messageom othernodesattime + lare
easilyhandledby applyingthefollowing algumentsequen-
tially overeach.If thebundlesB (v) andB (w) justbefore

thecall canbe constructedy memgingin apathP? (w;v)
for eachP? 2 B (w), and subsequentlyeliminating the
longeroneamongtwo pathsoriginatingwith the sameter-
minal. By the induction hypothesis,thereis a terminal
y1 2 S (w) suchthatdy, . d(PJ); hence,by the tri-
angleinequality dy,.,  d(PD) + dwy = d(P? (w;V)).
Also, theothernodey, 2 S (w) satis esdy,.  d(PJ),
andanalogouslye have dy, ., d(PY (w;v)). Thus,the
smallestwo distancesrom v to nodesn theunionof S (v)
andS (w) will beatmostthecorrespondingninimaof the
pathdistance®f P1; P,; P2 (w;Vv); P2 (w;v), andsothe
inductionstepfollows.

Now, for anactive terminalx, lety bethe closestactive
terminalotherthanx itself. By Lemmad4.1,therewill, with
high probability, be a time-respectingathof path-distance
atmostc dy, by theendof thephasesotheotherterminal
y%6 x thatis containedn S (x) attheendof phasg will
satisfydyyo € dy,y , completingthe proof. [ ]

As a consequencef Lemmad4.3, eachactive terminalx
with high probability hasanotheractive terminaly (not a
dummyterminal)in its setS (x) atthe endof ary phase.
With probability% o(1), we have ;(x) > j(y), and
soanedgewill beformed. Henceeachterminalbecomes
inactive in eachphasewith probability% o(1), andsothe
expectednumberof phasess O(log N).

It remainsto boundthe costof the edgesaddedin one
phase.Let X; denotethe setof active terminalsin phase
j. SinceX; X, the Steinerratio in metric spacedm-
plies that C(X;) 2C(X). We know that the mini-
mum spanningtree on X; includesa shortestedgeinci-
dentto eachnode;thus, if eachnodein X; wereto con-
structsucha shortestedge the total edgelength— count-
ing an edgetwice if it is constructedrom both ends—
would be at most2C(X;). However, eachnodein X; ac-
tually constructsan edgethatis within a factorc of short-
est;hencethetotal edgelengthaddedn phasg is atmost
2c C(Xj) 4c C(X), completingthe proof. [ |
4.2.Impossibility resultsfor < 1and > 2.

The impossibility for exponent > 2 can be shovn
with a very simple example. Thereare n nodesat posi-

X = fl;ng. It wasprovedin [14] thatwith high proba-
bility, it will taketime ( n  2) until amessageriginating



with nodesl or n hastraveleddistancen 1, and until
thatpoint, no edgecanbe storedat eithernode. Thus,with
high probability it takestime ( n  2) until any spanning
subgraphis constructed.

For the remainderof this section,we will prove theim-
possibility with exponents < 1. We will saythat an
atomic minimum spanningtree protocolon a setof termi-
nals X is a t-round c-approximationif aftert roundsof
communicationthe following holds: thereis a spanning
subgraphX; E) of total costatmostc C(X) sothat,for
eache = (v;w) 2 E, atleastoneof v or w hasreceved
a messagehat originatedat the other (Note thatthisis in
factamuchwealer conditionthanis satis ed by our proto-
col above.)

As anothercorollary of Theorem3.1, we now derive an
impossibilityresultfor atomicminimumspanningreepro-
tocolsbasedn spatialgossipwith exponent < 1. Specif-
ically, chooseary < 1 ,andlet = 1.* and

2
= N * ! Noticethatl < < 11—, Foragiven
numberN of terminals,letn = N bethe total number
of nodeswhich are placedat equaldistancel on theline.
TheN terminalsarethenodeswith coordinates + j, for
i = 0Nt landj = 1;:::N , wherethe nodes
for aparticulari aresaidto form acluster.

For anedgee = (u; V) to be consideregartof a span-
ning subgraphat leastone of the nodesu; v musthave re-
ceivedamessageriginatingattheother In agoodapprox-
imate spanningiree, mostnodesshouldhave edgeswithin
their cluster sowe areconsideringnessages (v) whose
destinationset consistsof all other N 1 nodesin v's
cluster Eachnodev may generateat mostone new such
messagén eachtime step , sothe numberof messages
m N t.

By applyingTheorem3.1to the above routing problem,
we obtain that the expectednumberof messagefaving
reachedone of their destinationsby time t is boundedby
O n N n 2)=0O(N * t?) = 0o(N)whenaer
both andt arepoly-logarithmic, by the upperboundon

. Thisis anupperboundon the numberof edgesboth of
whoseendpointdie within thesamecluster andhencealso
anupperboundon the numberof edgeswith costlessthan

N .Because > 1,thiscost N =N * ! N
is (N * 1.

Sinceary spanningsubgraphmustcontain ( N) edges,
of which in expectationonly o(N) can have cost less
than ( N * 1), the solution has expectedcost at least
(NN* 1y= (N *).However, theminimumspan-
ning treehascostatmostn 1 = O(N ), andhencethe
solutionfoundby the protocolcannotapproximatehe min-
imum spanningtree by a factorof O(N ) with respectto
expectedcost,proving thefollowing theorem.

Theorem 4.4 Consideranyatomicprotocolfor computing
an approximatelycheapestspanningsubgiaph, basedon

spatial gossipwith exponent < 1. If eadr nodecansend
only a poly-logarithmic number of messgesper round,
and if the protocol runs for a poly-logarithmic numberof
rounds,thenthe expectedcostof the spanningsubgaphit
produceswill beat leasta factorof ( N ) larger thanthe
costof a minimumspanningreg forany < 1

5. Routing permutations

In this section, we further investigate the problem of
messageouting. We shaw thatfor exponent = 1, there
is a simple protocol routing a set of messagesn poly-
logarithmic time, with high probability We completethe
trichotomypresentedh Sectionl by shaving thatthereare
permutationshatcannotberoutedby any protocolbuilding
on top of spatialgossipwith exponent > 1. Finally, we
shav how to extendthe analysisof the simpleprotocolwith

= 1to applyin the caseof the protocolrunningfor an
inde nite time, with continuouslyarriving messages.

5.1.A simple protocolfor exponent = 1

We considera protocolwhich useshemetricde ned by
thelengthof theuniquepathbetweertwo leavesin the“vir -
tual” balancedbinary tree (seeSection2). This keepsthe
descriptionand proofs cleaner— however, the resultsex-
tendto othermetricspacesswell. Eachnodev hasaqueue
Qv in whichit storedts currentsetof messagesT he proto-
colis parametrizedby anarbitraryqueueingdiscipline,and
in eachround,eachnodev executeghefollowing.

Choosea message accordingto the queueing
discipline, and a communicationpartnerw ac-
cordingto the underlyingspatialgossipscheme.
If w is strictly closerto thedestinatiord thanv,
thenforward to w; elsedo nothing.

We let Z denotethe time at which the last message
reachedts destinationandgive high-probabilityboundgor
Z. Theboundscertainlydependnhow mary pacletsorig-
inatewith or aredestinedfor ary onenode. For a nodev,
letits messge volumel,, bethenumberof messages such
thats = vord = v, andletL beanupperboundonl,
for all nodesv. Theguaranteéor theprotocolis asfollows:

Theorem5.1 Fix a constanta > 2L log®n. With prob-
(a 2L log 3n )2
16L log ® n

(n e +n L e 8Ioag n )’
havereaded their destinationby time a,

ability at least1
all messges
ie.Z a

Theproofof thistheoremwill begivenin thefull version
of the paper Theintuition is asfollows: we rst boundthe
numberof messagethatvisit any onenodev by O(L logn)



with high probability To this end,it is crucialto noticethat
the pathsof differentmessagesare createdindependently
which allows usto apply Chernof Bounds.Theprobability
of anodev seeingamessage&vith destinatiorw atdistance
i fromv isatmost2 ', andthereare2 suchnodesw, each
thedestinatiorof atmostL messages.

As a secondstep, we notice that ary messagecan be
delayedby at mostall messagesvhosepathit meets,and
eachmessage waiting time at the front of the queueis
distributed as a geometricvariablewith succesgprobabil-
ity 1=logn. Becauseeachmessageés forwardedat most
logn times, its arrival time is boundedby the sum of
O(L log? n) suchgeometricvariables,which hasexpecta-
tion O(L log® n). We obtain the desiredhigh-probability
resultusingChernof boundsandunionbounds.

By pluggingin particularvaluesof L anda, we obtain
thefollowing corollary:

Corollary 5.2 Theroutingis accomplishedn O(L log® n)
with probability at leastl  2=n. In particular, a permu-
tation is routedin O(log® n) stepswith probability at least
1 2=n

5.2.Impossibility of routing with exponent > 1

We now completethe proof of the trichotomy statedin
Section1 by proving that there are routing assignments
which cannotberoutedin poly-logarithmictime usingspa-
tial gossipwith exponent > 1.

For simplicity, we prove this resultfor themetricof path
distancesn the“virtual” binarytree(seeSection2). In our
routing assignmenteachnodei is the sourceof a message
with destinationn i, i.e. a total of n messagesave to
crossinto theothersubtreeof heightlogn 1.

Theorem 5.3 Considerany protocol which is restrictedto
forwarding at most messgesduring any one communi-
cation step. The expectednumberof messgesthat reach
their destinationby time t whenspatial gossipwith expo-
nent > 1isusedis O(n? t).

Proof. By de nition of the spatialgossipmechanismin
eachround,eachnodeu  n=2 communicatesvith anode
v > n=2 with probability O(n* ), henceover all of the
n=2 suchnodesu, at mostO(n? ) pairsof nodes(u; v)
withu  n=2 andv > n=2 communicateduringary one
roundon expectation.In eachsuchcommunicationat most

messagesare forwarded,and this is donefor at mostt
rounds. Hence,at mostO(n? t) messagesrossinto
the othersubtredn expectationandcrossingnto the other
subtreds necessaryo reachthedestination. ]

Notice that the limitation for exponents > 1 is very
differentfrom the onefor exponents < 1. Here,theprob-
lem is simply one of limited “bandwidth”, so even knowl-
edgeof future randomoutcomess not sufcient. On the

otherhand,for small exponentsthe problemwasthe lack
of structureamongthe connectionghatwould helpin guid-
ing messages.

By choosingboth andt poly-logarithmicin n in the
above theorem,we obtainthat only o(n) messageseach
their destinationin poly-logarithmictime.

5.3.Dynamically arri ving messages

In areal-world systememplgying a gossip-stylenecha-
nism for messagdorwarding, the emphasiss usually on
having the systemrun for an inde nite amountof time,
whereaghe above analysismplicitly assumedhatpaclets
wereonly beinginjectedandforwardedstartingataspeci c
time,andaftersuccessfullelivery of all paclets,thesystem
wasstopped.Here,we extendthe analysisto the caseof a
systenrunningfor aninde nite time.

As a simplemodelfor messagerrival, we assumehat
in eachtime step,andfor eachpair (u; v) of nodes,anew
message with sources = u anddestinationd = vis
generatedndependentlyvith probability = O(m).
Notethatthis meanghaton average gachnodeu becomes
the sourceof a new messagevery O(log* n) rounds. The
routingprotocolis essentiallyjunchangedrom the previous
section exceptthatwe specifythatnodesv with morethan
onequeuedpacletwill usethelongest-in-syster(LIS) rule
to selectthe paclet to forward. This rule speci esthat at
ary time, anodetriesto forwardthe paclet from its queue
which hasits injectionlongestin thepast.In thismodel,we
obtainthefollowing guarante@ntheprotocol:

Theorem 5.4 Foranymessge , thetimefromitsinjection
until its deliveryis at mostO( log® n), with probability at
leastl ni In particular, the systemnis stable

We usethe resultfrom Theorem5.1in the proof, but it
is obvious that the techniquesemplgyed therewill not be
sufcient. Over the executionof the protocol, ary queue
lengthor waiting time will eventuallybe exceededso our
goalwill beto shaw thatsuchbadeventshapperrarely, and
in particular thatthe systemrecosersquickly enoughfrom
them. The proofis left to thefull versionof this paper but
wewill preseneanoutlinehere.

Strictly for the purposeof analyzingthe protocol, we
considera “batched’versionof the problem,in whichtime
is dividedinto windows Messagearriving duringonewin-
dow arestoreduntil all messageom thepreviouswindow
have reachedheir destinationsat which point they arere-
leasednto the systemandroutedasin Section5.1. By the
choice of the messagegenerationprobability, the routing
assignmenwill be sufciently permutation-lile to give an
expectedroutingtime O(log* n). By makingthe windows
slightly longerthanthe expectedrouting time, the protocol
has“time to spare”.



Now, we considerthe randomvariableY; which char
acterizeshov muchbehindschedulethej ™ batchis. The
intuition of abatchhaving time to sparen orderto catchup
with delayscauseddy previous batchescanbe formalized
asthesequencgy; ) having sufciently large negative drift
wheneer it exceedsa certainbound. After shawving that
thesequencés nottoo “jumpy”, i.e.thesequencef differ-
enceqYj:1 Y;) hasanexponentiallydecreasingail, we
canapplyaTheorenby Hajek[9] to obtainhigh-probability
bounddor thedelaystayingboundedy apoly-logarithmic
time bound.

Finally, to completethe proof, we prove theintuitive fact
that the delay of a batchof messagesloesnot increaseif
they are actually releasedat their arrival times insteadof
the time at which the previous batch nishes. Here, it is
importantto noticethatthe LIS queueinglisciplineensures
that messagefrom later batchesdo not interferewith the
completionof earlierbatches.
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